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Abstract

Designing overtime regulation requires understanding more than just the association between hours

worked and workplace injury. In this paper, we explore the functional relationship between hours worked

and the risk of injury using linked payroll and worker’s compensation claims for Los Angeles traffic officers.

We employ the case-crossover approach from epidemiology to estimate six fixed effects logistic regression

models using hours worked from different rolling windows. Optimal functional forms, approximated

as restricted cubic splines, are highly non-linear. We estimate working 27 rather than 26 hours in 3

consecutive days increases the odds of injury by 31% [1.05, 1.65] on the 4th day, regardless of how many

hours worked the 4th day. We use our model to compute the average semi-elasticity of the probability

of injury with respect to hours worked. We find that on average, a one hour increase in hours worked in

the last 3-days increases injury probability by 27.2%. We also find a large “Vacation Effect”: the odds of

injury on a given workday after 5 days of no work are estimated to be 93% less than the odds of injury

after working one 8 hour shift during the last 5 days.

Keywords: overtime, workplace injury, workers’ compensation

JEL codes: I18, J8, J32

1 Introduction

Although numerous studies have documented a relationship between overtime and injury1, data limitations

have precluded an in depth analysis of what types of overtime matter. Our data uniquely positions us to fill

this gap in the literature. If some types of overtime are a significant risk factor for injury at work but others

are not, this could deeply change the calculus of both labor regulations and company employment strategies.

1An excellent summary of the literature is provided by Caruso 2014
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For example, the Fair Labor Standards Act requires overtime premiums for hours over 40 in a week, while

state laws frequently impose premiums for hours over 8 in a single day. Whether these thresholds matter for

injury risk is an important public policy question.

Los Angeles traffic officers, who are the population of analysis in this study, are also employed by the

state, and as a result the premiums for their worker’s compensation claims and disability leave are paid for by

tax payers.2 In addition, individuals in the detailed industry of “Justice, public order, and safety activities”

are estimated by the BLS to have experienced the highest incidence rate for nonfatal occupational injuries

and illnesses involving days away from work in 2015.3

2 Theory and Literature

The purpose of this investigation is not to derive the exact medical or causal mechanism through which

overtime impacts on the job injury. However, it is still important to note the plausibility of such pathways.

One salient mechanism is sleep deprivation. If working extended overtime or night shifts causes an employee

to lose out on sleep, this could increase the risk of motor-vehicle accidents (Leeab, 2015). Driving is a large

part of a traffic officer’s daily job, and over 19 percent of the worker’s compensation claims included in the

analysis data list “Motor Vehicle” as the “Claim Cause.”4 Adding to this is geography: Los Angeles boasts

both high average commute times for residents and high average annual hours spent in traffic (Vasel, 2016).

Beyond this very specific pathway, a number of other studies have established connections between long work

hours and many chronic diseases.5

2.1 Literature Review

2.1.1 Within Public Health and Epidemiology

Analyses of the relationship between work and overtime are mainly found in the public health and epidemi-

ology literature. Dembe et al. 2005 served as the inspiration for this paper. The investigation was seminal

in that it was one of the first cross-sectional analyses of the connection between overtime and injury. The

2All employers are required to purchase worker’s compensation insurance, and since Los Angeles City is an employer, they

too must do so (Division of Worker’s Compensation, 2017).

3Incidence rate of 414 injuries or illnesses per 10,000 full-time workers as of 2016.

4See Table 3.

5See the following listed in References: Buell, Liu, Russek.
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authors were also one of the first to perform such a study on data from workers in the United States. They

employ survey data from the NLSY where respondents answered questions related to their work. Exploiting

the fact that some of these questions relate to work schedule, overtime frequency, and injury on the job,

Dembe et al. find a statistically significant association between overtime work in general and extended hour

schedules in particular with injury. Specifically, they find a 61 percent higher injury hazard rate for those

working “overtime” schedules, a 23 percent higher injury hazard rate for those working 60 or more hours a

week, and a 37 percent higher injury hazard rate for those working 12 or more hours in a day. These results

were derived using a Cox proportional hazard model.

De Castro et al. 2010 examine 655 nurses and analyzes three outcomes based on different types of work and

overtime treatments. The data, like the that used by Dembe et al, is taken from a survey (de Castro, 3). Using

logistic regression, the authors interestingly find no significant relationship between shift length and hours

worked per week over 40. In the case of hours worked per week over 40, they find a protective effect, albeit

an insignificant one (de Castro, 5). However, they also have a metric for the number of mandatory overtime

instances worked per month, and they find each additional mandatory overtime instance is associated with

22 percent greater odds of work-related injury, and this effect is statistically significant. Likewise, in the

study working non-day shifts is associated with 54 percent greater odds of work-related injury, and this effect

is statistically significant.

Nakata 2012 mainly focuses on whether sleep deprivation is a main driver of injury at work. Relevant to

the matter at hand, they examine the independent and interactive effects of long work hours on work place

injury. The authors explain this is an effort to decompose the indirect and direct ways sleep and long work

hours affect injury risk. The analysis uses self-administered survey data submitted by 1,891 male employees

working in 296 businesses in Tokyo. Using logistic regression like the de Castro study, the authors find

statistically significant interaction and stand-alone effects between sleep deprivation and long work hours.

Employees who usually worked eight to 10 hours a day had 31 percent higher odds of experiencing work-place

injury than those who worked six to eight hours a day, all else equal. Employees who usually worked 10 or

more hours a day had 48 percent higher odds of experiencing work-place injury, all else equal (Nakata, 582).

Finally, Vegso et al. 2007 served as the analytical framework for this paper. Vegso et al. link incident

management data with payroll data for a specific company. They then employ a case-crossover design in

which injured employees are used as their own controls. Specifically, they use a 4-week gap between the injury

date and the control date, and require that the control day be the same day of the week as the injury day.

They measure hours worked by summing up all hours worked in 1,2,3 and 7 day windows prior to the injury

or control date, creating indicators for different numbers of hours worked. Paired t-tests are conducted on

the injured and control groups to test for differences in hours worked prior. Conditional logistic regressions
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are run to determine hazard ratios and confidence intervals. The authors find “workers who worked more

than 64 hr in the week before the shift had an percent excess risk compared to those who worked 40 hr

or fewer” Vegso et al. 2007. They also find a statistically significant trend in the hazard ratio across hours

worked categories for the week and two day windows. (**HOW DID WE FURTHER VESGO’S WORK?

Might be good to underscore here**)

2.2 Within Economics

Although our main methodology draws from the studies discussed in the previous section, it is worth briefly

commenting on related work in economics. Much of the related literature has examined the question of how

hours worked has changed over time and in response to overtime premiums. Although this is a different

question than the one we ask, it is necessarily entangled especially when considering policy.

Regarding whether overtime pay premiums increase or decrease overtime work in a macroeconomic sense,

the evidence is mixed. Hamermesh and Trejo 2000 uses the extension of California daily overtime protections

to men in 1980 to examine the aggregate effects of the premiums on overtime. They find significant reductions

in male daily overtime after the law’s passage relative to other states. In a national analysis, Trejo 2003

examines the effect of the expansion of FLSA overtime premium coverage to different industries on overtime

hours. The study finds no discernible effect, suggesting that adjustment of the straight time wage allowed

firms to maintain the effective wage, which in turn led to no change in overtime prevalence. Although these

studies shed light on aggregate labor supply responses, they do not have much to say about the overtime

decisions of individuals. We believe this is an important gap in the literature. Our study does not directly fill

this gap, but we do take measures to account for individual overtime incentives during estimation. Potential

extensions of our work related to this gap are discussed more in the conclusion.

2.3 Unique Contributions and Limitations

This paper adds a unique perspective to the literature three major ways. First, it utilizes payroll and workers

compensation data. Most analyses conducted so far, including Nakata, Dembe et al., and de Castro et al.,

rely on survey data.6 Data obtained from self-submitted surveys likely suffers from selection bias. Even

surveys conducted in a more structured environment are still vulnerable to recall bias, defined as a difference

in recall between two groups regarding the outcome or details of an association (Hassan, 1). The risk of this

bias is believed to be larger in cases where the event is “significant or critical” such as cancer (Hassan, 2).

As an example, mothers of children with leukemia were more likely to remember the details, including the

6In some cases, self-reported survey data. De Castro et al. uses surveys given to nurses at a conference and returned later.
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number, of x-rays they had while they were pregnant (Choi, 10). To the extent an on-the-job injury qualifies

as a significant event, injured individuals may recall the details of their work leading up to the job more

vividly or in a different way than their non-injured peers. This may be amplified if they filed a worker’s

compensation claim and had to recall the event multiple times. Because this study replaces survey data with

workers compensation claims and payroll data, it avoids relying on the recall of employees to determine shift

lengths and hours worked. And although people may submit false or disingenuous worker’s compensation

claims, the claims are investigated, so workers submit them with the expectation that there will be some

level of scrutiny.

Second, due to the level of detail present in the data (records for every day worked), work hours can be

measured more precisely (down to the exact hour). This level of details allows us to estimate the functional

relationship. We can also avoid any issues with timing: by using only shifts that happen before the injury,

we can be sure that we are not evaluating the impact of future work on past injury. This is a problem faced

by many studies utilizing annual data.

Third, we focus on the functional relationship between the risk of injury and overtime. Past work,

including Vegso et al. 2007 and Dembe et al. 2005, has assumed either a linear or categorical relationship

between overtime and injury. Simulation work by Kahan et al. 2016 suggests these assumptions can cause

drastic reductions in power compared to restricted cubic splines or fractional polynomial methods. Even

more importantly, assuming the relationship is linear or categorical when it is not will make the parameter

estimates inconsistent and biased when using conditional maximum likelihood. This happens because the

conditional probability expression will be incorrect. Since the objective being maximized uses this expression,

this amounts to trying to get the correct answer from the wrong question.

These potential improvements do not come without cost. Although our data is detailed, we have a small

number of observations compared to many studies that use surveys.7 This implies that our analyses will

have less power. Additionally, because analysis group is not a sample but a complete population of people

working the same job in the same geographic area, our conclusions have more limited external validity.

3 Institutional Knowledge and Data

3.1 Institutional Knowledge

The population of workers used for this analysis are Los Angeles traffic officers. Traffic officers are employees

of the city of Los Angeles, and fall under the Los Angeles Department of Transportation. The traffic officers

7The NLSY has on the order of 10,000 participants while our data contains only 700 unique traffic officers prior to exclusions.
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analyzed are union employees covered by Memorandum of Understanding 18 (MOU) between the City of

Los Angeles and Service Employees International Union, Local 721.8 According to this document, they are

overtime non-exempt employees under the Fair Labor Standards Act (MOU, 28), meaning they are paid not

less than time and a half their regular rates of pay for all hours worked over 40 in a work week (Department

of Labor 2017). Because the traffic officers are FSLA non-exempt and work within California, they are also

covered by California overtime law. As a result, in addition to being paid a premium rate for all hours over

40 in a work week, they are also paid at least one and a half times their regular rate of pay for all hours

worked over eight in a day (or any hours worked on the seventh consecutive day). Further, they are paid at

least double their regular rate of pay for all hours worked over 12 in a day, or all hours worked over eight on

the seventh consecutive day (California Department of Industrial Relations, 2017). According to the MOU,

employees may choose to accumulate overtime pay in the form of additional paid time off rather than cash

compensation (MOU, 29). Beyond the normal methods of gaining overtime pay, the MOU details that traffic

officers may be assigned to work “special events” and would be paid at the overtime rate for these events

(MOU, 29).

In regards to the assignment of overtime, the Memorandum has this to say: “Management will attempt

to assign overtime work as equitably as possible among all qualified employees in the same classification,

in the same organizational unit and work location” (MOU, 27). Employees must also be notified 48 hours

in advance for non-emergency overtime and unofficial overtime that is not sanctioned by a supervisor is

“absolutely prohibited” (MOU, 28).

The Memorandum also outlines payment guidelines surrounding minimum payments and “early report”

pay. The city is required to pay a minimum of four hours of premium pay if an employee is required to

return to work “following the termination of their shift and their departure from the work location” (MOU,

30). If an officer is required to come into work earlier than their regularly scheduled time, they must be paid

one and a half times their hourly rate for the amount of time worked prior to the regularly scheduled time

(MOU, 32). Workers compensation rules are briefly described. For any injuries on duty, salary continuation

payments “shall be in an amount equal to the employee’s biweekly, take-home pay at the time of incurring

the disability condition” (MOU, 59).

3.2 Data

The worker’s compensation and payroll data was provided by the City of Los Angeles. The data was

de-identified, and spans from 2014 to 2016. It was first provided to a city employee, who performed the

8The version reviewed is available online: cao.lacity.org/MOUs/MOU18-18.pdf
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de-identification and merged together the two sources. Originally, only the worker’s compensation files

contained information on employee age and hire date. To the extent an employee was never injured, there

would be no age information. A third file was acquired and merged on to fill in gaps of information for

employees that were not injured.

The worker’s compensation data includes the date of the injury9, the date on which the employee gained

knowledge of the injury, the nature of the injury, and the cause of the injury. After removing duplicate

records, there are 351 distinct worker compensation claims across 246 traffic officers in the time period. Of

these, 295 have a non-zero value for “Med Pd” suggesting some sort of expense was paid out to the employee.

Figure 1 below presents the distribution of claims across the period.

The number of claims is not reasonable until the start of 2015, suggesting the data in 2014 is incomplete.

There is also a slight drop near the end of 2016. As a result, we limit our analysis to the period January 1,

2015 through September 1, 2016.

The payroll data includes multiple records per day per employee, with different records corresponding to

different “Variation Descriptions” or types of payments. A rate of pay is also included for each record.

Prior to analysis, there were several significant cleaning steps taken. Many of these were an effort to

adjust the data to compensate for irrelevant records, particularly those having to do with vacation banks,

sick banks, pay adjustments, and other anomalies. If these records are not removed, the number of hours

worked in a week will be biased upwards. First the pay data was limited to work-related records. This

was done using the “Variation Description”, and a full key of which codes were kept as “work-related” is

available in Online Appendix Table A3. Records with a value of zero in “Pay Amount” were also excluded.

After aggregating the remaining records to employee-days, employee-days with negative hours worked were

excluded. In all analyses, only the period from January 1, 2015 onward was analyzed, and only the first

injury was considered.

3.3 Descriptive Statistics

Tables 1,2 and 3 capture the type, nature and cause of injury as reported in the data. Our focus will be on

the cumulative sums of hours worked in different windows prior. The below tables display statistics of the

constructive cumulative sums for different windows among the case (injured) and control observations.

9It also includes time of injury, but this field says 12:00 AM the majority of the time, suggesting it is not reliable.
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4 Methodology

4.1 Model

We roughly follow the model laid out by Kwak, Martin, and Wooldridge 2018.10 Denote Yit as a random

variable that is 1 if person i is injured on date t and 0 otherwise. The fixed effects logit model we utilize is

characterized by the below assumptions:

Assumption 1

Yit =


1, if αi +X ′

itβ + εit ≥ 0

0, else

t = 1, 2, i = 1, ..., N

Assumption 2 εit is marginally logistically distributed, that is:

Fε(ε) = exp(ε)/(1 + exp(ε))

Assumption 3

Pr(Yit = 1|Xi1, Xi2, αi) = Pr(Yit = 1|Xit, αi), t = 1, 2,

Assumption 4 Denote D(|) to be the conditional joint density. Then:

D(Yi1, Yi2|Xi1, Xi2, αi) = D(Yi1|Xi1, αi)×D(Yi2|Xi2, αi)

Assumption 1 requires linearity in the parameters. Assumption 2 is an error distribution assumption. As-

sumption 3 is sometimes referred to as the “strict exogeneity” assumption. Assumption 4 is the “conditional

independence” assumption. With these assumptions, we can derive the probability of injury:

Pr(Yit = 1|Xit, αi) =
exp(αi +X ′

itβ)

(1 + exp(αi +X ′
itβ))

(1)

This implies that there is a linear (in the parameters) relationship between the log-odds of injury and

the two types of factors, that is:

log

(
Pr(Yit = 1|Xit, αi)

1− Pr(Yit = 1|Xit, αi)

)
= αi +X ′

itβ (2)

Note we are distinguishing between two types of factors: individual specific (denoted by the vector αi) and

10Our assumptions correspond to assumptions 2.1, 2.2, 2.3 and 2.4 in their paper.
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individual-workday specific (denoted by the vector Xit). We lack data on αi. In particular, we do not know

the race, gender, or underlying health conditions of individual officers. Even if we had this information, there

are a number of factors that would still be unobserved. For example, individuals have different propensities

to take on voluntary overtime, and this propensity is likely correlated with susceptibility to on-the-job injury.

To solve these issues, we follow Vegso et. al. and employ a case-crossover approach: we condition on

there being one injury and use an individual’s uninjured past self as the control observation. Formally, we

select two observations for each injured person, one where yit = 1 and one where yit = 0. Without loss of

generality we set the time index of the injured observation to 2 and the uninjured observation to 1. We then

can condition on the sufficient statistic Yi1 + Yi2 = 1, which together with Assumptions 1 through 4 (as in

Chamberlain 1979) imply:

Pr(Yi1 = 0, Yi2 = 1|Xi1, Xi2, αi, Yi1 + Yi2 = 1) =
exp(X ′

i2β)

exp(X ′
i1β) + exp(X ′

i2β)
(3)

which we note is an observable quantity that is not a function of αi. We build the conditional log-likelihood

using this expression and maximize it to obtain β̂ using the conditional logistic regression procedure. If the

model is correctly specified, that is Assumptions 1 through 4 hold, there are no omitted person-workday vari-

ables, and functional forms of included variables are correctly specified, β is identified and can be consistently

estimated with β̂.

It is worth pointing out that we assume our model holds only for two time periods selected as we describe

next. We are not assuming the assumptions hold in general, and we would probably go as far as saying the

assumptions surely do not hold in general. This distinction is subtle but important for interpretation.

4.2 Construction of Panels (Control Window)

We believe assumptions 1 through 4 are credible when observations are constructed in the manner outlined

in this section. This method of constructing observations draws heavily on a study design popular in

epidemiology called case cross-over. In this design, individuals before or after the event of interest are used

as their own control observation. A crucial step in this study design is selecting the control window: the gap

in time between the control and the case (event) observation.

Similar to Vegso et. al., we define our optimal control window to be approximately 4 weeks (which we

define as 25-32 days) prior to the date of first injury. We select the day in this range which is the same day of

the week as the injury date, and see if the individual worked that day. If so, this is the control observation. If

not, we search for a day that meets the requirements in the 3rd, then 5th and finally 6th week. If an injured

individual remains without a control observation, they are excluded from the analysis. We also perform a
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1 case, 2 control analysis as a robustness check. In that analysis, we perform the above process twice, so

that if the first control observation was 3 weeks prior, we look 4,3,5 and 6 weeks prior to obtain the second

control observation. If the first observation that fits the requirements is 4 weeks prior, then we would have

one observation on the day of injury, one 3 weeks prior to injury, and one 7 weeks prior to injury. Notably,

we differ from Vegso et al in that we allow 3 weeks prior to injury while they include 7 weeks. We believe

3 weeks is more appropriate than 7 in our application because traffic officer work is very much related to

traffic conditions. These conditions will be similar over smaller horizons. In general, we feel that these 3-6

week horizons allow us to credibly claim that any time specific effects are the same, and thus are removed

when we form the conditional likelihood.

There may be concern that since traffic officers are injured at different times, we need to include some

sort of seasonal controls. Additionally, there may be concern that since traffic officers are working in the

same city, injury (Yi) will be correlated across people. Surprisingly, the model is robust to both of these

concerns. As long as seasonality is additively related to the log-odds and is constant across 3-7 weeks, it

will be captured by αi. As long as injury correlation among close-by officers does not vary over time, the

effects will also be a part of αi. We made no assumptions about αi, and this paper is not concerned with

estimating it.

4.3 Control Variables

We control for time-specific effects as part of Xit, including the maximum daily temperature, an indicator

for rain,11 a single indicator for whether the day was a federal holiday or during LAUSD summer break.12

These controls were chosen primarily because they fundamentally influence daily traffic patterns. They also

change on a daily basis, and are unlikely to be constant even across the short time periods we consider.

We deliberately do not attempt to estimate individual fixed effects because T = 2. With such a small

number of time periods, any estimates of the individual fixed effects will be biased. We also are not sure if

all individual fixed effects are not 0. If some are 0, including fixed effects will cause our estimator for β̂ to

be inconsistent. In all of our tables we report cluster robust standard errors, clustered at the person level.

11Weather data was obtained from NOAH.

12Start and end dates for summer break were taken from archived instructional calendars available at:

achieve.lausd.net/Page/6653
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4.4 Functional Form of Relationship

Our paper is different from past work in that we focus on the functional form of the relationship between work

hours and workplace injury. Formally, we define h0it as the number of hours worked the day of injury and h
(z)
it

as sum of hours worked in the z days prior to injury (excluding the day of injury). We assume that functions

of these variables are elements j and j + z of Xit so that the below is true for some l ∈ {1, 2, 3, 4, 5, 6}:

log

(
Pr(Yit = 1|Xit)

1− Pr(Yit = 1|Xit)

)
= αi +Xk′

it βk + βjg0(h0it) + βj+lgl(h
l
it) (1)

Xk
it is the vector of other controls and gl() are the functions of interest. We now introduce one final

assumption.

Assumption 5 For the correct window length l, gl() is assumed to be continuous everywhere except perhaps

at 0.

We allow for a discontinuity at 0 because of what Vegso et al. term the “Monday Effect.” This is a change

in risk after a long period of no work, either from a vacation or weekend. This seemed like a reasonable

feature to include in our models because whether a person works 1 minute or 10 hours they need to commute,

whereas when they do not work at all they do not. We also assume the maximum possible lag window to be

6, since this corresponds to a week of work hours (6 days prior and the current day). Throughout the paper,

we never include all 6 sums of prior hours in any single regression, since they are highly correlated and will

cause convergence problems. We also do not include interactions because our sample is too small to support

such a complicated model. However we do investigate the presence of interactions in our robustness section.

In order to model the gl() functions, we approximate the relationship using restricted cubic splines based

on Royston and Sauerbrei 2007. First, we run preliminary regressions comparing the fit of gl(x) = x to

gl(x) = x1/3. For all windows, the two terms had similar z-values, so we used the linear model as the

baseline comparison. Next, we fit models with 3,4,5,6 and 7 knot restricted cubic splines. Knots are placed

at the 5th and 95th percentile after excluding 0 observations (since we include a 0 indicator). Additional

knots are equally spaced (in terms of the range) in between the 5th and 95th percentiles. We select the

model that yields the lowest AIC and does not drop any terms due to collinearity. We use restricted cubic

splines because they allow for better approximations than linear splines and are less sensitive than fractional

polynomials to outliers.13

13In fact, they also outperform these two other techniques in some cases: http://fmwww.bc.edu/ec-

p/software/Miranda/chapt5.pdf
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5 Results

Following Vegso et al, we conduct paired t-tests of average hours worked prior to the uninjured control

observation (t = 1) and the injured case observation (t = 2). The results for each model type are included in

Table 5 and the results broken down by age groups are included in Online Appendix Table A1. The functional

form approximation procedure described in the methods section selected the specifications presented in Table

6.

Full regression results from all six conditional logistic regressions (one for each window) are available in

the Online Appendix, in Tables A1 through A6. In order to assess model fit, Table 7 presents third-order

polynomial Link Specification Tests run on each of the 6 models. All models fail to reject the null hypothesis

of correct specification.

Restricted cubic splines involve a complex transformation of the original variable. To simplify interpreta-

tion, we provide the tables in this section. They all utilize the full regression specification, with all controls

included. Table 8 captures the effect of a 1-hour increase in hours worked the day of injury in each of the

final models. Note that in this paper all confidence intervals are at the 95% level, and statistical significance

is determined at this same threshold.

Table 9 measures the estimated odds ratio from a 1,2,4 and 8 hour increase in hours worked at different

baselines hours for the 3-Day model.14 We include only the 3-Day model here because these tables are quite

long. Tables for the other models are included in the Online Appendix as A8 through A12. It should be

noted that the table for the 2-Day model is quite short. This is because the optimal functional form is linear.

Table 10 captures what we term “the Vacation Effect:” the impact on risk of working zero hours in the

prior z days compared to working just one shift (8 hours) in the previous days. This is what Vegso et al.

term “the Monday Effect.” We have renamed it because while Vegso posited an increased risk on the day of

return, we find a decreased risk.

5.1 Considering Percentages

So far, this paper has presented only odds ratios - factor changes in the odds of injury. However, odds ratios

are not always practically useful. Converting odds ratios to predicted probability would be more tractable,

but our current model does not estimate or make any assumptions about the fixed effects, so percentage

changes cannot be calculated. For the sake of this section, we assume the baseline probability of injury on

14For example, the value 1.41 in Table 9 in the +2 Hour column with a Base Hours of 23 means that the expected odds of

injury rises by 41% when a person who worked 23 hours in the last 3 days works 2 more.
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any given day is 0.1292%. We call this number the “rough baseline percentage” to recognize that it is not

necessarily accurate.15 We assume that it is a decent proxy for the probability of injury of a typical traffic

officer on a typical day where they worked 8-hour shifts for the past 4 days.

The baseline odds of injury is then roughly the same: 0.001292/(1− 0.001292) = .001292. From Table 8,

for the 3-Day model, we have that a 1-hour increase in hours worked today increases the odds by a factor of

1.09. This equates to an increase of the risk of injury from .1292% to 0.1407%. Turning to Table 9 we have

that a 1-hour increase in hours worked in the last 3-days when the base hours is 24 is associated with an

expected factor increase in the odds of 1.23. This equates to an increase of the risk of injury from 0.1292% to

.1587%. The main point of these calculation is to say that the odds ratios reported throughout can roughly

be taken as factor changes in probabilities, as long as individual baseline odds of injury are the same order

of magnitude as 0.001292.

5.2 Optimal Window

Throughout this paper, we present essentially six separate models; one for each period of overtime in the

past that is believed to be relevant to injury. A fair question to ask is whether there is evidence that one

window is the “most relevant.” Comparing AICs across the final models provides one answer. The lowest

AIC value is 226.3, achieved by the 5-Day model. However this is statistically equivalent to the AIC achieved

by the 6-Day model, and only moderately better than that achieved by 3-Day and 4-Day. AIC suggests only

that 1-Day and 2-Day are not the optimal models.

Another method of selecting the relevant window is to use a variable selection procedure like elastic

net. Elastic net incorporates ridge and LASSO penalization during estimation. The ridge penalties allow

the inclusion of highly correlated variables, which is important for our problem. We performed elastic net

estimation using all 6 cumulative sums in a single regression.16 We chose the hyper-parameter lambda using

grid search and leave 20 out cross-validation. The procedure generated a model that included only the 4-Day

sum of hours worked. This was true for all 10 of the values of the hyper-parameter alpha we tried.

A final way of answering this question is to use an out of sample test data set. This method is a good

measure of external validity, and is frequently used in data science to choose the most accurate predictive

model. Because we did not estimate the fixed effects we cannot generate traditional residuals. We can,

15This is calculated as the number of person-workdays with an injury divided by the number of person workdays in the

analysis period (for both injured and not injured).

16We did this after fitting our main models using only the raw cumulative sums, not splines. We used the R package

“clogitL1.”
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however, use our models to estimate the log likelihood of observing the test data, conditional on all test

pairs having exactly one injury. For our test data set we use second injuries, creating a control observation as

before. We then calculate the log likelihoods using equation 3. the results of these calculations are displayed

in Table 11.

We are essentially asking “If model x-Day is valid for this additional data, what is the probability of

observing the work hour patterns and second injuries we observe?” The model with the highest log likelihood

is most externally valid, since the second injury observations were not used during estimation. As we can

see, it is under model 3-Day that there is the highest likelihood (and thus the highest joint conditional

probability) of observing the data.

5.3 Robustness

In order to test the robustness of our results, we also report the results of an analysis that includes an

additional control observation in Online Appendix Tables A7-A13. This analysis allows us to increase the

number of covariate patterns within person while also potentially increasing statistical power. It also allows

us to control potential bias resulting from only including control periods before injury. The trade-off is that

it is less likely Assumptions 1-4 hold for such a long period. In particular, it is less likely αi is constant over

such long periods, due to both age effects and seasonality.

Results from this analysis are fairly similar to the 1:1 primary analysis. As with the primary analysis,

only changes in hours worked in the 3 and 4-day windows have statistically significant effects (odds ratios

confidence intervals that are completely on one side or the other of 1). The lower bound of these intervals,

however, is now very close to 1. The Vacation Effect remains only statistically significant for the 5 and 6-day

window, where it is protective. The magnitude of the Vacation Effects are now much more moderate - instead

of a 94% reduction in the odds of injury, the model suggests a 81% reduction. Further investigation reveals

that in the regressions, there are a set of observations with a large amount of leverage on the Vacation Effect.

Although there does not seem to be any reason why these observations should be excluded, we still suggest

cautious interpretation of the estimated size of the Vacation Effect. The most distinct difference occurs with

the day-of effects: the effect of a 1-hour increase of hours worked on the day of injury is an estimated 15%

increase in the odds of injury (for all windows), which is statistically significant (for all windows). In the

main analysis, this effect is much more moderate (around 10%).

Assumption 1 assumes additive separability of the individual effects and the observed covariates. as a

consequence, none of the elements of αi can appear as interactions with the time-varying variables in the

true model. Violation of this assumption means that the conditional likelihood function is wrong, and our
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estimates are inconsistent. To test this assumption, we perform a likelihood ratio test comparing our model

(the restricted model) with a model that adds age as of January 1, 2015 interacted with all variables (the

unrestricted model). αi is definitely a function of individual age, so this procedure provides a reasonable but

not comprehensive check of our additive separability assumption. The test results are given in Table 12.

For models 1-Day, 5-Day and 6-Day we reject the null hypothesis that the restricted model best explains

the data. For the 2-Day, 3-Day and 4-Day models we do not reject. Theoretically, only one of the 6 models is

correct, meaning that all of the models are misspecified except one (so we would expect some of the models

to reject the null hypothesis). On the other hand, these results generally suggest the additive separability

assumption implicit in our model is suspect. Future work with a larger data set should explore this by fitting

interaction terms.

Kwak, Martin, and Wooldridge 2018 show assumptions 1 and 4 imply εi1, εi2 are independent and identi-

cally distributed. Presence of heteroskedasticity is clearly a violation of this assumption. We can assess this

by running an auxiliary regression interacting the predicted values X ′
itβ̂ with the hours worked variables,

and testing whether the interacted model improves on the restricted model using a likelihood ratio test. A

p-value less than 0.05 indicates a rejection of the null hypothesis, evidence of heteroskedasticity, and evidence

of a violation of assumptions 1 and 4. All models fail to reject the null hypothesis at the 0.05 level, and

present little evidence of heteroskedasticity.

5.4 Overall Average Elasticity of Injury Probability with Respect to Hours

Worked

In our model, we cannot consistently estimate αi because T is essentially fixed at 2. In such a situation, a

consistent estimator for the average marginal effect is not known to exist. There is an alternative quantity

of interest, called the “average elasticity of the logit probability with respect to the exponential function

of explanatory variable.” This idea, introduced in Kitazawa 2012, does not rely on estimates of the fixed

effects and is consistently estimated with only N →∞.17 We have the added complication that the relevant

covariate is transformed by a restricted cubic spline, so the elasticity will also vary by base line hours

worked. To get around this, we instead estimate the average semi-elasticity among employees working the

same number of hours. Then, as is shown in Kitazawa 2012, the relevant individual elasticity is:

ηWit =
∂pit

∂gl(hlit)

∂gl(h
l
it)

∂hlit

Wit

pit
= β(1− pit)

∂gl(h
l
it)

∂hlit

17Evidence from Haan 2006 suggests labor elasticities are not sensitive to violations of the independence assumptions,

suggesting this quantity may also be more robust.
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Taking expectation gives the quantity of interest:

E[ηWit |hlit = h] = β
∂gl(h)

∂h
(1− E[pit|hlit = h])

In this formula β is the coefficient on the transformation of hours worked in the past. We can estimate

E[pit|hlit = h] consistently using the sample average of injury among all employees who worked h hours in the

past l days. The estimator analogue of β(∂gl(h))/(∂h) is just the derivative of the estimated spline function

times its coefficient. The derivative will exist everywhere except 0, and it can be calculated analytically.18

Taking l = 3 (the 3-Day model) we can compute semi-elasticities at different hours worked (h) values. The

estimates are displayed in Table 14.

It is worth pointing out that these semi-elasticities are most relevant for situations where an employee is

required to work additional hours. When employees are given the option to work overtime, either through

trading or some other mechanism, the observed elasticity will generally be different. This is because employees

will likely select into overtime based on individual characteristics captured by αi. If it is reasonable to believe

that individuals with higher αi select out of optional overtime more than those with lower values, then the

semi-elasticities presented here will be higher than those observed.

6 Discussion

The t-test results presented in Table 4 show little evidence for a simple linear association between hours

worked at any lag and injury. This is interesting, because asymptotically the paired t-test and a score test of

simple conditional logistic regression are equivalent (Balazard 2016). It is also in stark contrast to the strong

associations found by Vegso et al. 2007. To us, this means either one of two things: there is no association

between hours worked and overtime, or the association is not a simple linear association. A simple t-test

will have low power against some nonlinear alternatives, and most of the public health literature seems to

agree that there is some positive association, so we support the second interpretation. The t-tests by age

group in the Online Appendix also show little evidence a linear association, with the exception of the 40-59

age group and hours on the day of injury. This result supports our choice of assuming age enters the model

linearly, and not as an interaction.

Regarding the regression tables: all controls are not individually statistically significant. The indicator

for rain has a consistently positive coefficient across all models, which is in line with our expectation that

it is a risk factor for on the job injury. Unexpectedly, the summer/holiday indicator is uniformly positive,

18See the mkspline command documentation in the latest STATA manual for the restricted cubic spline formula.
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indicating that it is also a risk factor for injury. Maximum daily temperature has an effect that is small both

in real and statistical terms.

Our model selection algorithm chose highly nonlinear functions for all hours variables except the day of

injury and cumulative hours worked 2-days prior. The linear function for day of hours is not very surprising:

it is reasonable to assume injury risk rises steadily with number of hours exposed. Further confirming this,

“DAY-OF HOURS” has a positive coefficient and is relatively constant across all models. The linearity at 2

days and non-linearity at 1 is a little odd, but one potential explanation is that the dosage effect observed

in other studies (like Vegso) does not come into play strongly enough over a 2 day window. To better

understand the functions implied by the fitted restricted cubic splines for 3-Day, 4-Day, 5-Day and 6-Day,

we graph of log-odds against hours in Figure 2.

The large jump at 0 is the estimated discontinuity we assumed to exist at 0 hours. 4-Day, 5-Day and

6-Day begin with a downward slope that reaches a local minimum and then begins to climb. The embedded

u-shape for 3-Days is concerning for those wishing to model hours as linear or even a low-degree fractional

polynomial. A line would completely ignore this feature, even though it does make some sense: injury risk is

relatively constant or decreasing until some threshold, in this case around 20-24 hours. After this threshold

it rises rapidly until leveling off at a higher log-odds.

The odds ratios for hours worked day-of are relatively constant across all models (between 1.08 and 1.10),

as can be seen from table 8. As expected, all are greater than 1, indicating day-of hours is a risk factor for

injury. This was one reason we separated hours on the day of from the cumulative sum of hours prior in

our model specification. Even if overtime poses no additional risk (that is, injury risk is constant), injury

probability always rises with time spent at risk. The effect is not statistically significant for any model. This

might be because there is measurement error for hours worked when injury occurs. It seems reasonable that

hours worked could be recorded differently in the pay data on days when injury occurs.

It is our opinion that Table 9 and similar tables in the Online Appendix are the most important result

of this analysis. The tables show the estimated impact of a discrete increase in hours worked on the odds.

The vast majority of effects are not statistically significant in that the odds ratios do not cross 1. There are

several important exceptions. For the 3-Day model, almost all impacts (+1, +2, +4, +8 Hours) between 22

and 29 hours are significant. The magnitudes of the effects peak at 26 hours, where a one hour increase is

associated with a 31% increase in the odds of injury. This can be clearly seen in Figure 3.

When we consider the average semi-elasticity of injury probability with respect to hours worked, it is

also the case that the positive effects are at the 26 and 27 hour mark. At 27 hours, we can interpret the

semi-elasticity value of 0.272 as saying that on average a 1 hour increase in hours worked is associated with

a 27.2% increase in the probability of injury. Note that this is a percentage increase of a percentage. So it
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is 1.272 multiplied by the original probability.

For the 4-Day model, 8 hour increases between 32 and the maximum are associated with statistically

significant increases in the odds of injury. The effects peak in magnitude at 37 hours, where an 8 hour

increase in hours worked over the last 4 days is associated with an 87% increase in the odds of injury. These

effects can be best visualized graphically, as in Figure 4.

6.1 Policy Implications

Our results are most relevant to the discussion of overtime thresholds, or the points at which employers are

legally required to pay eligible employees premiums for work. In particular, we can examine the “injury

cost” of exceeding various thresholds.

First consider the daily 8 and 12 hour thresholds seen in California. As can be seen in Online Appendix

Table A8 we see there is no evidence extensive hours the day prior significantly increases risk compared to

an 8 hour baseline. In fact, at a baseline of 11 hours, an additional hour becomes slightly protective (albeit

insignificantly so). There is no evidence that daily maximums are important for their own sake.

Second consider the 40 hours a week threshold. Online Appendix Table A10 utilizes our 4-Day model,

which incorporates all hours from the past 4 days of work and all hours on the current day. For an employee

observed on Friday, this would measure a full week of work. Consider a traffic officer who worked 8 hours

Monday through Friday. We can ask the question: how would his/her odds of injury on Friday respond to

a 1 hour increase in hours worked during the first 4 days of the week, holding Friday hours (and all other

factors) constant? The answer is a 3% decrease. But with an 8 hour increase, the odds rise 64%. Evidence

for large costs on the weekly margin - that is at the 40 hour threshold - is mixed.

While there is little evidence for the traditional thresholds, our analysis suggests something new. The

3-Day model, which we have argued is most externally valid, estimates large increases in the odds of injury

for every hour worked between 24 and 30. This indicates 3 day streaks of long shifts are key drivers of

excessive injury risk. Perhaps, then, companies and policymakers should consider more flexible rolling

overtime thresholds. For example, policies that require additional pay for hours worked over 24 in a 3 day

consecutive period.

We also document the existence of a statistically significant “Vacation Effect.” In Table 10 it can be seen

that not working at all slowly transitions from a risk factor to a protective factor over longer periods. We

find that not working over the last 6 days (but working today) was associated with 94% lower odds of injury

compared to working just one 8 hour shift. The magnitude of these effects is large relative to even the most

significant discrete effects we observe. This finding provides an alternative path towards reducing workplace
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injury: extended time off of work. Instead of discouraging long shifts, organizations can encourage vacations

or increase the number of long weekends.

6.2 Heterogeneous Marginal Effects

One potential criticism is our assumption (implicit in Assumption 1) that βj+l, the vector of coefficients on

hours worked, is constant across all officers. At first glance, this may seem to imply that we assume constant

marginal effects across all traffic officers. However this is not true. Because we specified the error as logistic,

we are allowing for individual specific marginal effects. To see this, start from the equation we derived earlier

showing the linear relationship with the log odds:

log

(
Pr(Yit = 1|Xit)

1− Pr(Yit = 1|Xit)

)
= αi +Xk′

it βk + βjg0(h0it) + βj+lgl(h
l
it)

Pr(Yit = 1|Xit)

1− Pr(Yit = 1|Xit)
= exp(αi +Xk′

it βk + βjg0(h0it) + βj+lgl(h
l
it))

Denoting the LHS as Oddsit:

∂Oddsit
∂hlit

= exp(αi)βj+l
∂gl(h

l
it)

∂hlit
exp(Xk′

it βk + βjg0(h0it) + βj+lgl(h
l
it))

This last expression shows that the marginal effect of hours worked on the odds of injury is scaled by exp(αi),

the exponentiated individual fixed effect. This in turn means person specific marginal effects are implicitly

allowed under this model. We only require that all individual marginal effects be a positive scalar multiple

of a common marginal effect.

The reason we believe this is worth pointing out is that it is quite unreasonable to assume marginal effects

are constant across the population. It is more reasonable to make the argument that the marginal effect

of hours worked is instead scaled by individual specific factors. For example, it is reasonable to think that

everyone regardless of their age becomes more prone to injury after an additional hour of work - that is the

marginal effects are all positive. It is less reasonable to assume that the magnitude of this effect is constant

for all ages. In fact one could reasonably assume one additional hour would increase injury probability more

in older than younger officers.

6.3 Why Fixed Effects Logit?

A second criticism we have encountered relates to why we chose the fixed effects logit specification rather

than the linear probability model. Clustering in a linear probability model allows for less assumptions, the
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criticism goes. In particular one does not need conditional independence or strict exogeneity, our Assumptions

3 or 4.

Our response is as follows. The main way to flexibly accommodate heterogeneous marginal effects in LPM

is to allow for random coefficients on hours worked.19 A researcher can not reasonably assume an individual’s

random coefficient is uncorrelated with the same individual’s hours worked. This is because officers have some

level of control over their hours (at least through opting in or out of voluntary overtime). If one believes

individuals have knowledge of their specific marginal effect, and that individuals generally want to avoid

getting hurt, this will cause a negative correlation between hours worked and the random coefficient. This

will violate the independence assumptions frequently assumed in estimation of random coefficient models.

This in turn will require both more data (including valid instruments) and more complicated procedures and

assumptions to estimate even the average of the random coefficient.

A good illustration of the above issue is given in Hoderlein and Sherman 2015. They analyze smoking

during pregnancy and the existence of abnormal birth conditions. They find the “[2SLS] linear probability

model shows strong signs of misspecification.” Indeed, the linear probability model and a more complicated

probit with a nonparametric control function estimate a negative relationship between number of cigarettes

smoked and the probability of abnormal birth conditions. This would suggest additional cigarettes improve

the health of the newborn, which is clearly incorrect.

In light of the additional complexity associated with correlated random coefficient estimation, and the

failure of most common alternatives, we think the fixed effects logit is the simplest, most parsimonious

option. Our approach allows for individual marginal effects, but because of the restriction that all officers

share a common marginal effect multiplied by an individual constant, we side step selection concerns.20 Our

assumptions are a relatively small price to pay to achieve this result.

7 Conclusion and Future Work

By linking payroll and workers’ compensation data and applying a case-crossover approach, we are able

to estimate the functional relationship between hours worked and injury. We approximate the functional

relationship with restricted cubic splines. This flexible approach sheds light on the exact relationship between

hours worked and injury by not using indicators or assuming linearity. A test of external validity suggests

19Another way is to allow interactions between hours worked and individual characteristics. We do not have much demo-

graphic data, so this option is not viable for us.

20αi and hours are most likely correlated, but we are not concerned with estimating αi.
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the relevant window of past work is 3 days, and the relationship between past hours and log injury odds is

nonlinear.

We then use our models to build tables of odds ratios from discrete changes in past hours worked. We

observe significant effects from 1-hour increases in hours worked in the last 3 days. Discrete effects peak in

magnitude around the 26th hour. We also document a statistically significant and large “Vacation Effect”:

the odds of injury from not working 5 days is estimated to be 93% less than the odds of injury after working

just 8 hours in the last 5 days.

For policymakers and organizations, we have several practical findings. They are most relevant to popu-

lations of workers similar to the analyzed traffic officers, working in urban locations similar to Los Angeles.

First, extended vacations appear to have strong protective effects. This means policies which encourage va-

cations, especially prior to weeks where work hours will be long, may help reduce workplace injury. Second,

we find the prior 3 days of work is most relevant to workplace injury. Policies that focus more on rolling

3-day windows rather than per day thresholds (like in California) or weekly thresholds (like the FLSA) will

more effectively target the problem. Third, the impact on the odds of an additional hour in the past has

the largest impact for employees who have already worked 26 hours. In terms of probabilities, the largest

marginal impacts will depend heavily on the average probability of injury among different subgroups (in our

paper, the individual fixed effects αi). For our population, the probability of injury increased the most for

one additional hour of work around the 36th hour (in the past 3 days).

Our work can inform future modeling of overtime and injury. It can also be helpful for government

and commercial entities examining overtime rules. Policies focusing on mandatory vacations and reducing

overtime in 3-day windows deserve consideration. Not only are these types of policies more flexible than

daily hour maximums, our analysis provides evidence they may better target the problem.

We suggest three veins for future work. First, researchers should investigate models where overtime

choice is considered endogenous. Such models would specify the coefficients on hours worked as random

coefficients. In addition to being more realistic, such models could help assess the impact of internal policy

changes for organizations with large internal labor markets. To estimate these models, researchers would

need data delineating which overtime was optional and which was required. Second, researchers should

investigate the three-way relationship between vacation, voluntary overtime, and sick leave. In a closed

system like an individual company, these three pieces are deeply connected. A structural model calibrated

and estimated using a single company would help policy makers and individual companies understand how

overtime thresholds impact within firm dynamics.
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Table 1: Injuries by Nature of Injury

Nature of Injury Count

All Other Specific Injuries, 2
Asbestosis 1
Bee Sting 2
Carpal Tunnel Syndrome 1
Contusion 27
Dermatitis 4
Foreign Body 4
Heat Prostration 2
Infection 2
Inflammation 7
Laceration 1
Mental Stress 7
Mult Injuries Incl Both 1
Multiple Physical Injuries 3
No Physical Injury 9
Respiratory Disorders (e.g., 1
Sprain 21
Strain 87
Stroke 1

Nature of Injury is a raw variable
recorded in the worker’s compensation
claim data.

Table 2: Injuries by Claim Cause

Claim Cause Count

Burn/Scald-Heat/Cold 5
Caught In or Between 1
Cut, Puncture, Scrape By 5
Exercise 2
Fall or Slip 19
Miscellaneous Causes 23
Motor Vehicle 36
Strain or Injury By 63
Strike Against or Step On 7
Struck or Injured By 22

Claim Cause is a raw variable recorded
in the worker’s compensation claim
data.

23



Table 3: Injuries by calendar month

Month Count

January 21
February 14
March 21
April 15
May 14
June 23
July 25
August 12
September 8
October 13
November 5
December 12

Table 4: Distribution of sums of prior hours worked

Controls Cases

Days Prior Average p10 Median p90

0 8.73 8 8 12
1 6.22 0 8 11
2 11.71 0 10 22
3 16.66 8 16 26
4 21.82 8 24 35
5 26.71 8 24 43
6 32.63 16 32 50

Average p10 Median p90

9.12 8 8 13
6.19 0 8 12
11.37 0 9.5 20
16.17 8 16 32
21.00 8 16 38
26.47 8 24 45
32.40 16 32 52

Summary statistics of constructed measures of hours worked using work-related pay
records. Variables are constructed as the cumulative sum of hours worked x days prior
to the relevant work day.

Table 5: Paired t-tests of hours prior to case and control

Model Type Mean (Injury) Mean (Control) Difference SE p-Value

Day Of 9.12 8.73 0.40 0.23 0.09
1-Day 6.19 6.22 -0.03 0.44 0.94
2-Day 11.37 11.71 -0.34 0.57 0.55
3-Day 16.17 16.66 -0.49 0.77 0.52
4-Day 21.00 21.82 -0.82 0.97 0.40
5-Day 26.47 26.71 -0.24 1.17 0.84
6-Day 32.40 32.63 -0.23 1.31 0.86

Compares the mean hours worked for different period lengths among the case and
control observations. Paired data and equal variances assumed.
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Table 6: Selected Functional Forms

Model Function Knots

Day Of (In all Models) Linear NA
1-Day Restr. Cubic Spline 3, 9.5, 16
2-Day Linear NA
3-Day Restr. Cubic Spline 4, 10.2, 16.4, 22.6, 28.8, 35
4-Day Restr. Cubic Spline 5, 17, 30, 42
5-Day Restr. Cubic Spline 6, 28.5, 51
6-Day Restr. Cubic Spline 6, 34, 62

The functional forms chosen by the AIC selection procedure outlined in Royston
and Sauerbrei 2007.

Table 7: Link Specification Tests

Model Type Test Statistic DF P-Value

1-Day 2.70 2 0.26
2-Day 1.36 2 0.51
3-Day 1.72 2 0.42
4-Day 0.02 2 0.99
5-Day 1.28 2 0.53
6-Day 1.40 2 0.50

The null hypothesis is no misspecification of the
independent variables. The tests employ second and
third-degree polynomials of fitted values.

Table 8: Effect of Day-Of Injury In-
crease of Hours Worked

Model Type +1 Hr Effect (OR)

1-Day 1.10 (0.97, 1.24)
2-Day 1.09 (0.97, 1.22)
3-Day 1.09 (0.95, 1.24)
4-Day 1.09 (0.96, 1.23)
5-Day 1.08 (0.96, 1.23)
6-Day 1.08 (0.96, 1.22)

Calculated as the exponentiated coef-
ficient of “DAY-OF HOURS.” Can be
interpreted as the discrete factor change
in the odds of injury for one additional
hour of work in the past x-days.

25



Table 9: ORs for Different Base Hrs and Hr Increases - 3 Days Prior

Base Hours +1 Hour +2 Hours +4 Hours +8 Hours

0 - 4 0.92 (0.46, 1.84) 0.85 (0.21, 3.40) 0.73 (0.05, 11.50) 0.57 (0.00, 79.56)
4 0.92 (0.47, 1.84) 0.86 (0.22, 3.29) 0.76 (0.06, 8.86) 0.70 (0.03, 17.29)
5 0.93 (0.48, 1.79) 0.87 (0.25, 3.05) 0.78 (0.09, 6.93) 0.76 (0.07, 8.43)
6 0.93 (0.51, 1.70) 0.88 (0.29, 2.70) 0.82 (0.14, 4.92) 0.80 (0.16, 4.06)
7 0.94 (0.56, 1.58) 0.90 (0.36, 2.27) 0.87 (0.24, 3.22) 0.82 (0.31, 2.17)
8 0.96 (0.64, 1.44) 0.93 (0.47, 1.83) 0.93 (0.42, 2.06) 0.79 (0.38, 1.64)
9 0.97 (0.74, 1.28) 0.97 (0.65, 1.44) 0.97 (0.62, 1.52) 0.71 (0.29, 1.73)
10 0.99 (0.86, 1.14) 1.00 (0.79, 1.25) 0.98 (0.57, 1.68) 0.60 (0.20, 1.75)
11 1.00 (0.88, 1.14) 1.00 (0.74, 1.36) 0.94 (0.44, 1.99) 0.48 (0.16, 1.50)
12 1.00 (0.83, 1.21) 0.98 (0.65, 1.49) 0.85 (0.36, 1.98) 0.39 (0.14, 1.15)
13 0.98 (0.78, 1.24) 0.93 (0.59, 1.49) 0.73 (0.33, 1.62) 0.34 (0.13, 0.90)
14 0.95 (0.75, 1.21) 0.87 (0.56, 1.34) 0.61 (0.31, 1.19) 0.32 (0.13, 0.77)
15 0.91 (0.74, 1.12) 0.78 (0.55, 1.12) 0.52 (0.29, 0.91) 0.34 (0.15, 0.79)
16 0.86 (0.73, 1.01) 0.70 (0.53, 0.94) 0.46 (0.27, 0.81) 0.42 (0.19, 0.94)
17 0.82 (0.71, 0.95) 0.66 (0.49, 0.89) 0.46 (0.25, 0.84) 0.61 (0.28, 1.30)
18 0.81 (0.69, 0.95) 0.66 (0.48, 0.91) 0.52 (0.29, 0.94) 0.96 (0.44, 2.09)
19 0.82 (0.69, 0.97) 0.70 (0.51, 0.97) 0.66 (0.39, 1.10) 1.56 (0.63, 3.82)
20 0.85 (0.73, 1.00) 0.79 (0.59, 1.04) 0.91 (0.58, 1.43) 2.47 (0.84, 7.24)
21 0.92 (0.81, 1.05) 0.94 (0.74, 1.19) 1.31 (0.79, 2.19) 3.59 (1.05, 12.31)
22 1.02 (0.91, 1.15) 1.16 (0.89, 1.51) 1.84 (0.95, 3.58) 4.56 (1.24, 16.80)
23 1.14 (0.97, 1.33) 1.40 (0.98, 1.99) 2.37 (1.07, 5.29) 4.94 (1.40, 17.45)
24 1.23 (1.01, 1.50) 1.59 (1.04, 2.43) 2.71 (1.15, 6.37) 4.59 (1.51, 13.94)
25 1.29 (1.03, 1.62) 1.70 (1.08, 2.67) 2.74 (1.22, 6.15) 3.82 (1.57, 9.30)
26 1.31 (1.05, 1.65) 1.71 (1.11, 2.63) 2.47 (1.26, 4.85) 2.96 (1.53, 5.74)
27 1.30 (1.06, 1.59) 1.61 (1.13, 2.31) 2.08 (1.28, 3.39) 2.23 (1.31, 3.78)
28 1.24 (1.06, 1.45) 1.45 (1.13, 1.86) 1.69 (1.23, 2.33) 1.70 (0.96, 3.00)
29 1.17 (1.06, 1.29) 1.29 (1.11, 1.50) 1.40 (1.07, 1.82) 1.35 (0.66, 2.74)
30 1.10 (1.03, 1.18) 1.17 (1.02, 1.34) 1.20 (0.86, 1.67) 1.14 (0.49, 2.66)
31 1.06 (0.98, 1.14) 1.08 (0.91, 1.29) 1.07 (0.70, 1.63) 1.02 (0.40, 2.63)
32 1.02 (0.93, 1.13) 1.02 (0.82, 1.28) 1.00 (0.62, 1.62) 0.95 (0.35, 2.62)
33 1.00 (0.89, 1.13) 0.99 (0.77, 1.27) 0.97 (0.58, 1.62) 0.92 (0.33, 2.61)
34 0.99 (0.87, 1.13) 0.98 (0.75, 1.27) 0.96 (0.56, 1.62) 0.91 (0.32, 2.61)
35 - MAX 0.99 (0.87, 1.13) 0.98 (0.75, 1.27) 0.95 (0.56, 1.62) 0.91 (0.32, 2.61)

Odds ratios for different discrete increases in hours worked in the last 3 days under the full model
at different base hours. Interpretation is the ratio of the odds when working the base hours plus
the increment over the odds when workin just the base hours for the same individual all else held
constant.
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Table 10: The Vacation Effect

Model Type Monday Effect (OR)

1-Day 1.03 (0.58, 1.83)
2-Day 1.00 (0.49, 2.04)
3-Day 0.80 (0.33, 1.95)
4-Day 0.61 (0.18, 2.03)
5-Day 0.07 (0.01, 0.63)
6-Day 0.06 (0.01, 0.56)

The proportional increase in the odds of
injury when the same individual switches
from working 8 hours in the last x-days
to not working at all, when all other vari-
ables are held constant.

Table 11: Likelihood of
Second Injuries Under
Each Model

Model Log Likelihood

1-Day -110.70
2-Day -111.65
3-Day -105.18
4-Day -107.21
5-Day -106.13
6-Day -106.46

The conditional log-
likelihood of second injury
and control pairs given the
observed covariates (hours
worked, weather, etc). Log-
likelihood peak under Model
3-Day.

Table 12: Likelihood Ratio Test - Interacted Age

Model Type Test Statistic DF P-Value

1-Day 17.51 7 0.01
2-Day 12.44 6 0.05
3-Day 14.04 10 0.17
4-Day 14.84 8 0.06
5-Day 14.59 7 0.04
6-Day 15.37 7 0.03

This table presents tests of the null hypothesis that
age interactions should not be included. If the null
hypothesis is reject, this can be interpreted as ev-
idence for a violation of the additive separability
assumption.
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Table 13: Likelihood Ratio Test for Het-
eroskedasticity Using Interacted Predictions

Model Type Test Statistic DF P-Value

1-Day 4.08 4 0.40
2-Day 3.42 3 0.33
3-Day 5.40 7 0.61
4-Day 1.83 5 0.87
5-Day 1.09 4 0.90
6-Day 2.84 4 0.58

This table presents tests of the null hypothesis of no
heteroskedasticity. Significant improvements in the
likelihood from interacted predictions is evidence of
potential misspecification of the model.

Table 14: Average Semi-Elasticity of In-
jury Probability

Hours (Last 3 Days) Semi-Elasticity

24 0.173
25 0.236
26 0.269
27 0.272
28 0.244
29 0.185
30 0.095
31 -0.027
32 -0.181
33 -0.366
34 -0.583
35 -0.832
36 -1.112

All elasticities use the 3-Day model with
all controls. Standard errors are not esti-
mated because they require calculation of the
asymptotic approximation of the derivative
of the true functions gl.
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